
 
 

 

  

Abstract—Virtual agents have been investigated as an 
educational tool for use with children on the autistic spectrum 
with positive results being gained for language skills with the 
use of autonomous agents and social skills with human-
controlled agents. This project combines these ideas to 
investigate the utility of autonomous agents for teaching social 
skills. The virtual agent used in this project, known as the 
Thinking Head, has an ability to realistically portray facial 
expressions that lends it to this task. Two prototype modules 
were developed for this agent platform, one teaching basic 
conversation skills and the other dealing with bullying. In a 
pre-test-post-test evaluation, a group of children with autism 
who were exposed to the training modules obtained 
significantly higher post-test scores on their knowledge of these 
two topics. In addition, responses to a post-training survey 
indicated that participants found the virtual tutor enjoyable 
and useful. 

I. INTRODUCTION 

UTISM is a pervasive developmental disorder 
characterized by the ‘triad’ of impairments [1]. This 

‘triad’ encompasses communication skills, social skills and a 
tendency towards repetitive patterns of interest and 
behaviour [2]. This combination of impairments typically 
leads to sufferers lacking the skills required to successfully 
participate in everyday social situations, such as having a 
conversation or making friends. Additionally, autism is a 
spectrum disorder and as such sufferers range from low to 
high functioning, with high functioning individuals having 
an IQ in the normal to savant range and showing speech, and 
low functioning often lacking speech and having a lower IQ.  

A recent survey [3] indicated that individuals with autism 
and their caregivers were primarily interested in social skills 
interventions, even more so than interventions for language 
and other life skills. It appears that virtual agents have much 
to offer in teaching these essential skills effectively, as their 
ability to model realistic facial expressions and dialogue 
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gives individuals with social skills deficits a non-
judgemental environment to practise their skills in prior to 
facing complex and often confusing real-world situations.  

II. EXISTING VIRTUAL AGENTS FOR AUTISM 
Virtual agents can be roughly categorised as autonomous, 
being self-contained and acting independently, or 
authorable, being controlled by some outside mechanism 
such as a researcher interacting with a control panel. Several 
research groups have investigated the use of virtual agents as 
autism interventions, with some of the most influential work 
by Tartaro and Cassell and colleagues focussing on the 
development of ‘Sam’, an authorable virtual peer used for 
practising positive social interaction skills [4], and by 
Bosseler and Massaro and colleagues, who have developed 
‘Baldi’ and ‘Timo’, autonomous virtual peers used as part of 
a software package that teaches language skills [5]. 

‘Baldi’ and ‘Timo’ were originally developed to teach 
language to children with hearing impairments, with 
considerable success. It was found that when applied to 
children with autism, ‘Baldi’ was able to help them learn 
vocabulary that they then used successfully in other 
situations [6]. This provides evidence of a virtual agent 
intervention leading to generalisation of skills, which is 
often an area of difficultly for autism interventions. It is thus 
especially encouraging that generalisation of skills was also 
obtained through the use of the authorable virtual peer 
‘Sam’. After an extended period of interaction with ‘Sam’, 
who models positive turn-taking, eye gaze and other non-
verbal social behaviours, study participants improved their 
tests scores and, more importantly, applied their newly 
learned skills to novel situations including with their peers. 

III. ADVANTAGES OF VIRTUAL AGENTS 
In addition to the promise of promoting generalisation, the 
advantages to using virtual agents as educational tools for 
those with autism are numerous, not least of which is that 
many individuals with autism report feeling an affinity for 
computers and related technologies and get much enjoyment 
out of their use [3]. Other positive aspects include that 
virtual agents never get frustrated or tired even when the 
same lesson content needs to be repeated, whereas even the 
most patient educator or caregiver may do. Additionally, 
virtual agents can be accessed by learners at any time of the 
day or night, an advantage for the many individuals with 
autism who have atypical sleep patterns [6]. Due to their 
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preference for repetitive patterns, individuals with autism 
can become anxious and stressed when their routines are 
changed or unpredictable events occur, which is 
counterproductive for learning. It is thus a strong advantage 
of virtual agents that they can be programmed to respond 
consistently and predictably. Furthermore, they can be 
programmed to respond to mistakes with encouragement and 
guidance towards the correct responses rather than with 
negativity, ensuring a positive and supportive learning 
environment, again minimising anxiety. Being able to run 
the software tutoring program without any specialised 
hardware means that it can be used at school and at home, 
providing a familiar and consistent educational experience. 

As with any learner group, sufferers of autism have 
individual strengths, interests and needs, so the ability to 
customise virtual agents and match lesson content to the 
learner’s unique circumstances is a huge benefit. Often, 
autism is accompanied by abnormally high or low sensory 
tolerance, with some sufferers reporting that looking at 
peoples’ faces is physically painful due to the amount of 
social and visual information contained there [7]. The 
capacity to control not only the complexity of the tutor’s 
face but also the verbal and non-verbal cues used, and 
gradually increase the difficulty as the learner gains 
confidence, is clearly advantageous. The learner has the 
ability to progress at their own pace, which gives a sense of 
control and security, lowering anxiety and thus being 
conducive to learning [8]. Being an autonomous virtual 
agent means that the tutoring program is hands-off for 
teachers, caregivers and others using it. This allows those 
working with the learner to focus on other areas of specific 
or more complex need, while the tutoring program is used 
for practise of general skills.  

IV.  VIRTUAL AGENT ARCHITECTURE 
The Thinking Head, the virtual agent used for this 
application, is highly customisable in both appearance and 
speech, and runs as a service, fulfilling requests by multiple 
external programs simultaneously. A range of interfaces are 
supplied to facilitate remote programs’ access to a range of 
features of the Thinking Head, as seen in Figure 1. 

A. Face Synthesis 
The FaceGen SDK provides a parametric face model 
including blendshapes which has been used to generate a 
variety of 3D models for use with the Thinking Head. This 
allows users without an artistic background to intuitively 
create a range of realistic faces which can be manipulated to 
display facial expressions. The Thinking Head uses OpenGL 
to display and animate the generated face meshes in real-
time, and allows users to change the surface properties of the 
mesh by customizing the pixel shaders. Hair, shoulders and 
other 3D models can be loaded into the scene, and meshes 
and textures can be morphed while the user is interacting 
with the software. 

B. Dialogue Management 
A simple dialogue management system was developed for 
the tutoring program. Learners interact with the tutor via the 
Java component of the application, which uses our shared 
memory interface to trigger the Thinking Head to retrieve 
and perform an appropriate response from the predefined 
database. This database, written in Artificial Intelligence 
Mark-up Language (AIML), contains responses for all 
expected inputs, plus default responses for unexpected and 
unknown inputs. 

C. Speech Synthesis 
The Thinking Head supports two text-to-speech (TTS) 
interfaces, one of which is Microsoft’s SAPI, used for this 
application. There are a wide range of voices in many 
languages and accents that use the commercial SAPI TTS 
interface. SAPI voices support XML extensions such as 
SSML, which can provide customisation of the voice, such 
as altering the rate or pitch. 3D facial models generated with 
FaceGen are equipped with a set of blendshapes, many 
representing mouth shapes used during speech. The SAPI 
TTS system supplies the information needed to determine 
which blendshape to display when to ensure the synthesized 
speech and animation appear naturally synchronised. The 
required sequence of blendshapes is formed into an 
animation by weighing all nearby blendshapes discretely for 
each frame. Each morph is transitioned to and from by 
increasing and decreasing the weight associated with that 
morph's frame. 

D. Non-Verbal Animation 
The Thinking Head enables users to create custom facial 
expressions by combining blendshapes provided by 
FaceGen. These blendshapes include basic emotions and 
control over eye and eyebrow movement. Expressions are 
animated by combining the current expression blendshapes 
with any new ones. To avoid undesired results, our system 
provides expression channels where interaction between the 
channels is restricted. By default there are channels for 
speech, emotion and an idle channel, between which 
expressions do not stack. The idle channel is used for subtle 
animations such as head bobbing, adding to the lifelike 
appearance of the Head.  

E. Command Processor 
For the sake of consistency across the Thinking Head 
interfaces, all action requests (commands) are processed by 
a central command processor. Commands are scheduled 
and processed in sequence, regardless of their origin, 
ensuring the outcome remains consistent. Text can be sent 
via the user interface or remotely via a shared memory 
interface, and is treated by default as something for the 
Head to say, not a command. Commands can be included 
within such text by inserting it, identified by curly brackets, 
at the point at which the specified event should occur in the 
speech output. 

The Thinking Head provides an interface that uses shared 



 
 

 

Fig 1. Interaction between The Thinking Head and the application developed for this project, highlighting the interfaces of The Thinking Head 

memory and process synchronization for communication 
between the Head and external programs, which can be used 
between processes on the same machine. This can be used to 
send text to the Head, determine its current status, e.g. 
speaking or idle, access mouse and keyboard inputs and 
modify animation morphs, camera position and other visual 
elements, thus allowing for direct, latency-free control of the 
Thinking Head by an external application. In the tutoring 
application, the Java component utilises the shared memory 
interface to control the Thinking Head’s speech and facial 
expressions, ensuring that the appropriate responses to the 
learners’ inputs are performed. Client libraries for the shared 
memory interface are available in C++, C# and Java. 

V. LESSON CONTENT 
The present research investigates the use of autonomous 
virtual agents in teaching social skills to children with 
autism. The virtual agent platform used is the Thinking Head 
[9], equipped with the ability to display realistic facial 
expressions. Two software modules for social skills training 
were developed, one focussed on basic conversation skills 
and one on skills to help deal with bullying. Conversation 
skills are a common difficulty for individuals with autism, 
which is unsurprising considering that a communication 
skills deficit is part of the ‘triad’ of impairments. Often 
individuals with autism fail to read the non-verbal cues 
given by their conversation partners, and as such can be 
prone to monologues. Thus, the conversation skills module 
focuses on helping learners recognise the facial expressions 
indicating boredom, interest and requesting a turn to speak, 
and also guides learners towards choosing appropriate social 
actions to take when these expressions are recognised. 

It is frequently noted that individuals on the autistic 
spectrum have trouble understanding that other people have 
feelings and thoughts that are separate to their own, which is 
often attributed to having an atypically developed ‘theory of 
mind’ [10]. Specifically, this means that individuals with 
autism may not understand that they and their conversation 
partner may be feeling differently about the conversation, for 
example not realising that the person they are talking to is 

feeling bored if they are not. In connection to the dealing 
with bullying module, lacking a typically developed ‘theory 
of mind’ can result in social misunderstandings and difficult 
situations. When the deficit in communication skills is 
considered, it is clear that this presents a very challenging 
situation for an individual with autism to understand and 
successfully deal with. 

It is often cited that a strong friendship group is a 
protective measure against bullying, however individuals 
with autism generally lack the social skills required to make 
friends. Combined with the unusual mannerisms that some 
sufferers display, this leaves them highly exposed to bullies. 
Individuals on the autistic spectrum often have difficulty 
reading the social cues that discriminate between deliberate 
bulling and misunderstandings, and generally do not have 
productive strategies to deal with either situation. Therefore, 
the second module developed for this evaluation aims to 
teach social situational understanding and strategies to deal 
safely and productively with events that may arise.  

As the content of these modules is oriented towards social 
skills, they are most appropriate for children who are able to 
engage in some level of social interaction. Therefore these 
modules are targeted at the high functioning end of the 
autistic spectrum, including those with Asperger Syndrome 

VI. MODULE DEVELOPMENT 
There are many challenges not directly labelled by the ‘triad’ 
characterising autism that are often experienced by those on 
the autistic spectrum. These include auditory processing 
difficulties, sensory issues, difficulty applying existing skills 
to novel situations, and challenges with fine and gross motor 
skills. Issues such as these must be taken into account 
throughout the design and development of any intervention 
for this learner group in order for them to be successful. 
Additionally, using the scaffolding technique of presenting 
new information in small steps and gradually building upon 
previously learned information as the student progresses has 
been cited as a beneficial strategy for individuals with autism 
[11], and as such these modules have been developed so that 
the content of each round builds on the content of the last. 
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A. Sensory Issues 
Individuals with autism can suffer from abnormally high and 
abnormally low sensory tolerance, with any of the senses 
being affected, so it becomes paramount that measures be 
put in places to reduce the impact of these on learning.  
Thus, unessential sounds, images and animations should be 
omitted to avoid causing discomfort, distraction or fixation 
[12]. It is often safest to use muted colour schemes, as bright 
colours can be painful or distracting for some individuals. 
As mentioned earlier, some individuals with autism report 
that looking at faces is difficult or even painful, and being 
forced to look at something that has this effect can lead to 
anxiety which is not conducive to learning. By using a 
virtual agent we can control the level of complexity 
presented, if necessary starting with a very simple cartoon 
face and gradually adding detail as the learner progresses. 
Virtual tutors that minimise anxiety producing situations 
provide an ideal mechanism for social skills practice prior to 
applying skills in a real-world situation. Throughout the 
development of these social tutoring modules the aim was to 
keep the interface simple and intuitive, as can be seen in 
Figure 2. 

B. Fine and Gross Motor Skills 
Both fine and gross motor skills can be poorly developed in 
individuals with autism, and thus multiple interaction modes 
that help accommodate this are essential [13]. Examples 
include using speech recognition technologies and touch 
screens along with a typical keyboard and mouse setup so 
that individuals with poor fine motor skills or low tactile 
sensory tolerance can speak their answers while those with 
low auditory tolerance or speech difficulties may prefer 
clicking and typing. Multiple interaction modes such as 
these assist with catering for sensory preferences as well. 
For the prototype modules developed in this evaluation, 
speech recognition was not a viable option, however it is 
expected to be feasible in future development. To work 
towards this goal, a simple point and click interface with 
clearly labelled buttons was used as well as typing facilities 
if keyboard use was preferred, as Figure 2 demonstrates. 

C. Communication Impairment 
With a communication impairment being a central part of 
autism, it is common for individuals to be visual learners and 

benefit from the presence of visual cues. Thus, in the 
development of the tutoring interface icons with clear 
meanings have been used wherever possible to accompany 
the text labels and spoken words, as seen in Figure 2. 
Keeping the icons simple and maintaining a balance between 
too few icons and cluttering the interface were important 
considerations, as excessive icon use could result in visual 
sensory overload for some sufferers. Other measures put in 
place to support communication difficulties included the 
addition of ‘Hear Options’ and ‘Repeat’ buttons. Pressing 
the ‘Hear Options’ button results in the written content on 
screen being spoken by the virtual tutor, while the ‘Repeat’ 
button repeats the last question including associated facial 
expressions the virtual tutor may have modelled and any 
previous information required to answer the question. When 
information is initially presented, rather than simply 
confronting learners with a complex interface, options are 
introduced one at a time so that the connection between the 
spoken language, icon and written text can be made, as seen 
in Figure 3. 

D. Supporting Generalization 
Many individuals with autism struggle to apply skills they 
have learned in one context to novel situations, and this 
poses a major challenge to those developing interventions. 
Often participants become adept at the intervention task, but 
fail to use their knowledge in their everyday life. Thus, the 
concern here is that participants may be able to provide 
correct answers to the tutor but this will not translate to real 
world social interaction. A number of strategies have been 
implemented to combat this, including using different faces 
and voices to present each stage of the three-round 
evaluation. Routine and predictability are also important for 
individuals with autism, so each round ends with the tutor 
telling the learner that their friend will see them next, and 
each round starts with the new tutor introducing itself. It is 
hoped that this will assist in transitioning between rounds.  

A level of variability has also been introduced into the 
dialogue presented by the tutor, so while the order of tasks 
and information presentation is identical, the order of the 
questions themselves and the actual words used is somewhat 
randomised. This has been done through utilising the 
randomisation ability of AIML which was used in 
developing these modules [14]. Wherever possible, a bank 

 
Fig. 2.  Part of the ‘dealing with bullying’ strategy is being presented 

by the tutor. Icons clarify the spoken words. 

 
Fig. 3.  Icons are introduced to the learner one at a time 



 
 

 

of possible responses, expressions or ways of giving the 
same information have been provided and one picked at 
random to use, ensuring that the learner’s experience with 
the tutor is slightly different each time. The level of this 
randomisation could potentially be controlled to cater to the 
learner’s needs and confidence level, but for the purposes of 
this prototype was kept low to ensure that all participants 
would be comfortable with the experience. Additionally, it is 
hoped that in future development the subtlety of the facial 
expressions used will be customisable for the individual 
learner, so that as their skills improve they can be exposed to 
increasingly realistic expressions, as using scaffolding in this 
way is hoped to improve the chances of generalisation.  

E. Developing for Agent Autonomy 
One aim of this research is to produce an autonomous social 
tutoring program that is able to help alleviate some pressure 
on parents and caregivers, and through the use of highly 
structured code sequences it has been possible to do this for 
the prototype modules. The software deals with incorrect 
and unexpected responses by prompting the learner to make 
another attempt or providing a hint. The learner can make a 
limited number of tries, typically two, before they are 
presented with the correct response in a positive and non-
judgemental manner. This is to reduce the effect of 
frustration and help make certain that the experience with 
the social tutoring software is a positive one. 

F. Catering for Assistive Technologies 
As previously mentioned, providing multiple interaction 
methods to learners can help cater for individual sensory and 
motor skill needs. While speech recognition and touch 
screen technology were not feasible for this evaluation, they 
are expected to be available for future development and as 
such the software has been developed with an eye towards 
this. Only minor alterations are required for use with speech 
recognition software, as required responses are kept to single 
words and short phrases as much as possible and the system 
can already handle text responses that are complex in 
structure. This is done by detecting key terms and phrases 
within the input and channelling responses based on this. 
Currently, all questions can be answered by clicking buttons 
on the interactive panel. Thus, the software is already 
prepared for use with a touch screen. Assistive technologies 
make learners’ interactions with the tutoring software even 
easier, and thus the experience a positive one. 

VII. EXPRESSION EVALUATION 
The expressions of boredom, interest and turn-requesting 
behaviour used in the conversation tutor were developed 
based on existing work from a number of sources [15-18]. 
The literature indicated that key signs of boredom include 
slumped shoulders, lack of eye contact and yawning, signals 
for interest include eye contact and slow nodding to show 
attentiveness and agreement, and signals for turn requesting 
behaviour include rapid head nodding, leaning towards the 
speaker and use of short phrases known as ‘buffers’ such as 

saying ‘you know’ or ‘yeah, but’ to indicate a desire to add 
to the conversation. There were some limitations to what 
could be achieved given that many of these non-verbal cues 
cannot be portrayed accurately using only an animated head 
and shoulders. For example, shrugging or slumping of 
shoulders cannot be clearly portrayed as the movement of 
the shoulders and neck is dictated by the overall movement 
of the head itself. A particular difficulty was in portraying 
Interested and Wanting to Talk expressions clearly, as 
Wanting to Talk is differentiated by more rapid nodding, 
leaning towards the speaker and talking over the top of the 
speaker somewhat, which proved challenging to depict. For 
this reason, the validity of the developed expressions was 
evaluated involving typically developed adults.  

Results indicated that the expressions developed were 
sufficiently accurate for use in the tutor, with all twenty five 
participants labelling the expressions correctly in the Bored 
condition, twenty answering correctly for the Interested 
condition and seventeen for the Wanting to Talk condition (p 
< 0.001, by binomial method). While there is clearly scope 
for improvement, given the present limitations these 
expressions were deemed sufficient for this prototype. 

VIII. MODULE EVALUATION 

A. Participants 
Fourteen participants were involved in the study, three with 
an existing diagnosis of high functioning autism (HFA), ten 
with a diagnosis of Asperger Syndrome (AS) and one with a 
diagnosis of classical autism. Six of the participants were 
involved in the evaluation of both tutors, four participated in 
the conversation skills tutor only and four participated in just 
the dealing with bullying skills tutor. This resulted in ten 
children participating in each module evaluation (mean age: 
10.5, range: 6 to 15 for the conversation tutor, mean age: 
9.9, range: 6 to 15 for the dealing with bullying skills tutor). 

B. Method 
The evaluation of both tutoring modules was conducted 
primarily using a desktop computer with an optical mouse, 
wireless keyboard, external speakers and, for the 
conversation tutoring module, a LogiTech web camera. For 
four participants, one evaluating the conversation tutor, two 
evaluating the dealing with bullying skills tutor and the third 
evaluating both, a laptop computer with a built-in web 
camera, an optical mouse and external speakers was used.  
Each fifteen minute lesson block was automated by the 
tutoring software, including pre-testing for each of the three 
rounds and post-testing for the final round.  

All lesson content was spoken aloud by the virtual tutor, 
which was launched and controlled by the Java component 
of the software. Accompanying icons, words and other 
interactive features such as streaming video were displayed 
on the Java component. All data was recorded and saved 
automatically by the program. At the conclusion of each 
module a survey was completed to elicit participants’ 
comments about their experience and to gain ideas for future 



 
 

 

development. This survey was hosted on the Internet through 
Google Docs and completed directly from there in most 
instances. When the laptop was used and the Internet was 
unavailable, the survey was completed using a Word 
document which was identical to the Google Docs survey. 
The lesson content of both tutors was completely separate 
and no interference effects were expected. 

Before starting the software, each participant was shown a 
printed and laminated screen shot of the appropriate Java 
component of the tutor. The behaviour of all buttons was 
explained and participants were informed that the entire 
module could be completed by clicking the buttons and 
interactive content on the Java component, but that they 
could use the text box to provide an answer if they preferred. 
They were further informed that the Java component would 
not react while the tutor was speaking or emoting, and were 
encouraged to pay close attention to the tutor. At the start of 
round one, participants were taken through the start up 
sequence of the tutor so that in subsequent rounds they could 
start the software independently if they wished, putting 
control and ownership of the process into their hands, in an 
effort to reduce anxiety and foster a positive experience. 

Each fifteen minute block started with a set of questions, 
considered to be pre-test questions in round one and delayed 
interim post-test questions in rounds two and three. Round 
three also ended with a set of questions identical to the pre-
test questions. The pre-test and post-test were designed to 
test all lesson content, while the interim tests focused only 
on content from the preceding round. Questions were 
presented in random order to combat the effect of ordering, 
and for the interim tests the expressions presented were 
chosen from a pool of possible expressions representing the 
same emotion. 

During testing, the tutor provided no feedback so as to 
avoid influencing the results, and a new question was given 
as soon as a response to the previous question was given. In 
the conversation tutor there were three types of questions,  
‘face test’ questions where the virtual tutor modelled a facial 
expression, possibly with a verbal cue, and participants were 
required to name the expression, ‘action test’ questions 

where the virtual tutor asked a question such as, If the 
person you are talking to is bored, which of these is the best 
thing to do?, and participants chose the appropriate action 
from the given options and finally ‘combined test’ questions 
where participants were presented with an expression and 
asked to choose the appropriate action from the listed 
options. In the dealing with bullying skills tutor there were 
four types of questions, ‘strategy steps’ questions where 
participants were asked to identify what they would do first, 
next and last if confronted with a bullying situation by 
clicking on options presented on the screen, ‘is friendly’ and 
‘is bullying’ questions where participants were required to 
determine whether a presented scenario was a friendly or 
bullying situation and ‘laughing test’ questions where 
participants were asked to identify whether a presented 
scenario constituted laughing with or laughing at someone. 
After testing the tutor thanked the participant for answering 
the questions and commenced the instructional content.  

Due to the distinct nature of questions in each tutor, a test 
scoring system was put in place for each module. For the 
conversation tutor correct answers simply scored one mark 
and incorrect answers zero, however the dealing with 
bullying tutor had one section that investigated participants’ 
ability to recall a sequence of steps and as such a more 
complex system was needed for this section. To ensure that 
guessing would on average result in an overall score of zero, 
one mark was given for a correct step in the correct position, 
a half mark was given for a correct step but in the wrong 
order and a half mark was deducted for a step that did not 
belong in the sequence. For duplicate choices no mark was 
rewarded or deducted after the first instance of that choice. 

C. Results 
For both tutors most participants made at least a small 

improvement from pre-test and post-test, with an average 
improvement of 32% for the conversation tutor and 54% for 
the dealing with bullying tutor. Both were found to be 
significant (p < 0.05 by Wilcoxon Signed Rank test), 
strongly suggesting that this improvement was due to the 
social tutoring software intervention. Figure 4 displays 

 
Fig. 4.  Comparison of pre- and post-test scores for conversation tutor (left) and dealing with bullying tutor (right). 



 
 

 

individual pre- and post-test scores for both tutors. The test 
results were further broken down and analysed in terms of 
the question types discussed earlier. It was found that for the 
conversation tutor, the ‘face test’ component reached 
significance (p < 0.05) but no other section did. For the 
dealing with bullying skills tutor the ‘strategy steps’ section 
was the only component to reach significance (p < 0.05). In 
both cases participants scored quite highly at pre-testing in 
the sections that failed to reach significance, and as such did 
not have much scope for improvement. Due to time 
limitations no screening of participants was conducted and it 
is expected that by screening participants or targeting lesson 
content to individual needs, this effect would be avoided and 
potentially lead to higher test score improvements. 
 It was hypothesized that after round one fewer gains in 
test scores would be made by participants, perhaps due to 
disengagement or the lesson content being relatively simple. 
To investigate this, a comparison was made between pre-test 
and post-test scores and interim test scores across the three 
rounds. In the conversation tutor, the two interim tests 
contained different content, and the scores were compared to 
a subset of the pre- and post-test scores that contained only 
matching questions, resulting in a comparison being made 
relating to the Bored and Interested conditions and another 
with the Interested and Wants to Talk conditions. 

No significant difference was found between pre-test and 
interim or post-test and interim scores for the Bored and 
Interested set, however there was a significant improvement 
in test scores from pre-test to interim test for the Interested 
and Wants to Talk question set (p < 0.05). In this case, no 
significant improvement was found between the interim and 
post-test. A similar comparison was done for the dealing 
with bullying tutor, and it was found that participants made a 
significant improvement from pre-test to the first interim test 
at the start of round two (p < 0.05) but no significant 
improvement was found for subsequent rounds. 

For both tutors the modal rating was six or more out of 
seven for all multiple choice survey questions, with the 

exception of ‘it helped me to learn’ in the dealing with 
bullying tutor, and the mean and medians were also five or 
higher for all conditions except for ‘it helped me to learn’ in 
the dealing with bullying tutor, indicating a high level of 
agreement overall., which can be observed from Figure 5. 
As the centre of the seven point Likert scale used here is 
four, and all these measures are above four, participants 
appear to have had an overall positive experience. Most 
notable here is that all participants agreed strongly with the 
statement ‘the tutors were friendly’, rating it six or higher 
out of seven, and indicating that our goal of providing a non-
threatening and non-judgmental learning environment was 
met. 

Following informal observation of participants interacting 
with the tutor, it was hypothesised that those who were 
confident with most lesson content at the start of the 
evaluation may have found the experience uninteresting as 
there was little for them to gain from it, and thus they may 
have rated the tutor poorly for ‘it was fun’ and ‘it helped me 
to learn’. To investigate this, correlations between pre-test 
and post-test scores and survey responses for these 
conditions were calculated. A strong correlation of R = 0.75 
was found between test improvement and the rating for ‘it 
helped me to learn’ for the conversation tutor and R = 0.46 
for the same comparison in the dealing with bullying tutor. 

This suggests that participants' perception of their learning 
was reflective of their improvement in test scores and 
indicates that participants felt like they were gaining 
something through using the tutor, potentially motivating 
them to use it again. For the conversation tutor, a correlation 
of R = 0.72 was also found between ‘it was fun’ ratings and 
test improvements, but no such correlation was found for the 
dealing with bullying tutor.  

D. Discussion 
Encouragingly, the improvements in test scores for both 
tutors reached significance, indicating that the social tutoring 
software that bought about this change rather than chance or 

 
Fig. 5.  Survey results for conversation tutor (left) and dealing with bullying tutor (right). 

 



 
 

 

outside factors. In some sections many participants answered 
a high number of questions correctly in the pre-test, leaving 
little room for improvement. 
As the evaluation included six to fifteen year olds, the 
content had to be simple enough for the younger and lower 
functioning participants to cope with, however this appears 
to have resulted in the content not being sufficiently 
challenging for the older and higher functioning participants. 
As such, a mechanism to monitor learners’ progress and 
adapt to their needs would be ideal. 

From observation there were several participants whose 
caregivers expressed surprise at their incorrect post-test 
choices and stated that the cause was likely fatigue. This is 
probably due to the length of the evaluation, and in an ideal 
situation the rounds would be spread out more than was 
done here, but given the time limitations of the study this 
was not viable. Connected to this may be the lower survey 
rating that some participants gave for ‘it was fun’, as the 
length potentially resulted in boredom and disengagement 
even where the initial reaction had been more positive. 
Following this line of thought, the data was analysed to 
discover if participants had made any significant 
improvement after the first of the three fifteen minute 
rounds. Significant improvements were made for the 
conversation tutor between the pre-test and one interim test, 
and for the dealing with bullying skills tutor significant 
improvements were made between the pre-test and first 
interim test, in both cases strongly suggesting that learning 
has taken place. However, in both tutors no other significant 
gains were detected between rounds. This suggests that 
participants would have made a similar gain doing only one 
fifteen minute block as they did with three. This could be 
due to participants reaching the maximum test score after 
this point and having no scope for further improvement, or 
may be because after one round participants became bored 
and disengaged, hence retaining no more information. 
Again, targeting content to individual needs and limiting 
lessons to shorter sessions appears to be a logical strategy 
for improvement. 

The survey results for both tutors were positive overall, 
with all participants strongly agreeing that the tutors were 
friendly. This suggests that our goal of providing a non-
threatening learning tool was successfully met. Another 
positive was that 75% of participants found the tutoring 
program very easy to use, and from observation all 
participants appeared to interact easily with the software.  

The lesson structure was an aspect of the tutor that was 
commonly noted as a strength of the software, particularly 
by caregivers. The questions and information were seen as 
being worded very clearly and concisely, and the step by 
step structure of lessons was deemed especially appropriate 
for this learner group. Participants also enjoyed the 
interactivity of the content and program in general, 
particularly with the conversation tutor. Most participants 
especially enjoyed taking photos of themselves modelling 
the facial expression they were learning, and stated that they 

enjoyed clicking the buttons to answer questions. Finally, 
and very promisingly, many participants cited that their 
favourite aspect of the whole experience was the virtual 
people themselves. As mentioned previously, some sufferers 
can have sensory tolerance issues, to the point that looking at 
faces becomes painful, so the faces being a favourite aspect 
is especially encouraging and confirms that this technology 
has potential for teaching non-verbal social cues to this 
learner group. 

IX. FUTURE DIRECTIONS 
While test and survey results provide modest support for 
further research in this area, anecdotal feedback from 
participants’ caregivers was very positive and encouraging, 
with many providing their own ideas for avenues of future 
development. Ideas for lessons include teaching appropriate 
eye-gaze, reading comprehension and lessons on other facial 
expressions and the social situations they are connected to. 

One issue concerning the current implementation is that of 
the tutors’ voices. The intonation is not always accurate, and 
as the intonation a speaker uses gives an indication of their 
emotions and intent, this must be as realistic as possible. It is 
expected that finer control over the intonation and better 
voices will become available in future, but failing that a 
voice actor could be used for a final release of such 
software. In this vein, providing learners with an opportunity 
to engage in a spoken conversation with the tutor may be 
highly beneficial in terms of generalising skills to actual 
interactions with peers. Once speech recognition technology 
is incorporated, and by restricting the context to ensure 
robust interactions, this may be an achievable goal. 

Tighter control over the virtual person’s movements 
would be advantageous, particularly the ability to move the 
shoulders independently of the head and neck. The 
expressions used were deemed sufficient, however much 
room for improvement exists. Additionally, using a virtual 
person displayed from the waist up that can use its arms to 
model gestural movements could be beneficial, however the 
current virtual agent is displayed from shoulders up only.  

The length of time that the evaluation took was cited as a 
major concern by most participants, with three fifteen 
minute lesson blocks separated by five minute breaks. Many 
participants, particularly younger participants, found it 
difficult to maintain concentration and disengaged by the 
end of the third round. Anecdotally, most participants 
appeared comfortable and engaged at the end of the first 
round. It is thought that this may account for some of the 
unexpected post-test results and it is hoped that in future 
evaluations the software would be provided to schools or 
caregivers so that participants could use it for a short time 
each day, rather than in an arduous hour long session as was 
done here. 

Another goal for future development is to include some 
form of learner monitoring to enable the tutoring software to 
provide the student with only the content that they are ready 
for and that is sufficiently challenging. This is also hoped to 



 
 

 

reduce the level of disengagement that some participants 
experienced. Another advantage of learner monitoring is that 
reports could be provided to caregivers with detailed 
feedback on the learners’ strengths and areas of difficulty. 

The participants of this evaluation and their caregivers 
also provided many ideas for future development. One such 
idea is using multiple virtual agents to model bullying 
scenarios and positive interactions, rather than the tutor 
simply telling a story. This is hoped to improve the 
likelihood of generalisation and increase learners’ 
engagement levels. Other ideas include comparing faces 
instead of presenting them in isolation, using multiple media 
types such as drawings, photos and videos to present 
expressions along with the tutor modelling, and allowing 
participants to turn subtitles on and off if they wish. In the 
current implementation subtitles were disabled due to a need 
for consistency and a concern that for some participants it 
could lead to information overload and confusion.  

There are limitless avenues for further research and lesson 
development of this social tutoring software, and with 
sufficient time it is hoped that a successful software package 
for use in schools and homes can be developed. 

X. CONCLUSION 
The results obtained in both the testing and survey 
components of the evaluation are encouraging, with 
significant overall improvements gained in both tutoring 
modules. Perhaps even more encouraging was the 
enthusiastic responses from participants and their caregivers 
to the idea of being able to use a virtual tutor for social skills 
education in their homes and schools. Closer analysis of the 
test results suggested that, while the lesson topics were 
highly relevant to this group of learners, the difficulty level 
of the presented content was not advanced enough for many 
participants. There is much scope for future development, 
including providing realistic conversational practice through 
incorporating speech recognition technology and developing 
a mechanism to continually monitor individuals’ progress 
and present content that is closely matched to their current 
needs. The test and survey results have provided support for 
the utility of teaching head technology for social tutoring, 
indicating that further research and development in this area 
has the potential to lead to the development of a successful 
and enjoyable intervention for this learner group.  
 Future work will need to formally analyse the contribution 
of the different components of the system, through control 
group studies, with particular focus given to the use of The 
Thinking Head and the impact of its expressivity.  
Preliminary results about the value of facial expressivity 
have been reported elsewhere [19], demonstrating on 
average a full grade-point improvement for appropriate 
versus inappropriate or neutral expression. 
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